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ABSTRACT: Automatic detection of Parkinson’s disease (PD) from speech is a promising 
non-invasive diagnostic tool, but it raises significant privacy concerns. Speaker 
anonymization mitigates these risks, but it may suppress the pathological information 
necessary for PD detection. We assess the trade-off between privacy and PD detection for 
two anonymizers (STT-TTS and kNN-VC) using two Spanish datasets. STT-TTS provides 
better privacy but severely degrades PD detection by eradicating prosodic information. kNN- 
VC preserves macro-prosodic features such as duration and F0 contours, achieving F1 
scores only 3- 7% lower than original baselines, demonstrating that privacy-preserving PD 
detection is viable when using appropriate anonymization. Finally, an acoustic distortion 
analysis characterizes specific weaknesses in kNN-VC, offering insights for designing 
anonymizers that better preserve PD information. 
Keywords:  
 

I. INTRODUCTION 
Parkinson’s disease (PD) is a neurodegenerative disease of the central nervous system [1], 
whose prevalence is rapidly increasing [2]. It affects both movement, with motor symptoms 
such as tremors, and speech production [3]. Stuttering, slurring, and an uncontrollable 
increase in speaking rate are common in people with PD. Previous research has found that 
PD patients exhibit articulatory difficulties [4]. A larger study [5] reports differences in 
articulation, voice, tempo, and fluency between PD patients and a healthy control group. 
Treatment of PD is more effective when detected early, but the initial lack of symptoms makes 
its detection difficult. There is no definitive laboratory test for identifying PD, and accurate 
identification by physicians requires deep expertise [6]. These difficulties have spurred 
research on automatic PD detection, including detection from speech , opening an avenue 
for less invasive and more cost-effective automatic PD detection methods. 
Besides identifiers relevant for PD detection, speech carries extensive biometric information 
that raises privacy concerns. Collecting data for training deep learning models is difficult in 
the face of regulations, and users may refuse to use services that capture their identity. 
Speaker anonymization offers a solution to this problem, concealing the speaker’s identity 
while preserving the utility of the speech. How utility is characterized depends on the use 
case in the case of PD speech, anonymization can either conceal pathologies to protect the 
speaker’s identity, or preserve them to enable their detection while concealing the remaining 
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sensitive information. The latter is more challenging, as PD information and speaker identity 
are entangled. To quantify how much PD information is preserved, we leverage an existing 
detection algorithm . We consider two speech datasets comprising PD patients (PC-GITA and 
Neurovoz )and two anonymization approaches: speech-to-text- to-speech (STT-TTS) and 
kNN-VC [18]. We also compare the acoustic features of original and anonymized speech, to 
better understand which PD information is lost, and estimate the privacy gain provided to 
PD speakers. The outcome of this analysis may inform the design of future anonymizers that 
better preserve PD information. All the code necessary to reproduce our experiments is 
available online1. 

 
1.1. Related work 
Several studies leverage anonymization to conceal pathological traits, motivated by privacy, 
stigma reduction, or fair access to speech-driven technologies. Voice-conversion-based 
anonymization has been compared with STT–TTS for stuttered speech. showing that text-
based resynthesis can effectively remove stuttering characteristics altogether, resulting in 
strong privacy while masking the pathology. More broadly, previous studies have argued 
that strong anonymization or privacy-preserving transformations can suppress clinically 
relevant acoustic abnormalities, potentially masking neurological or psychiatric conditions. 

In contrast, other studies have investigated whether pathological characteristics remain 
identifiable after anonymization, primarily to assess the utility of anonymized speech for 
clinical research. A large-scale evaluation across multiple speech disorders showed that, 
although anonymization degrades speaker verification performance, downstream pathology-
related tasks, such as disorder classification and intelligibility assessment, are largely 
preserved for many conditions, including dysarthria and dysphonia. Furthermore, a 
subjective evaluation showed that pathology-relevant acoustic attributes such as hoarseness 
and tremor can survive anonymization when explicitly modeled, allowing anonymized speech 
to remain clinically informative. These studies suggest that anonymization does not 
necessarily eliminate pathological markers and that, with careful design, anonymized speech 
can still support pathology identification and analysis. However, both studies evaluate 
privacy with speaker recognizers trained on original speech, which has been shown to 
overestimate privacy. Furthermore, they do not investigate how anonymization acoustically 
alters the utterances. 
While detecting PD from anonymized speech is promising, it has its drawbacks, such as the 
potential loss of relevant clinical information. There are alternative approaches that do not 
degrade the acoustic signal, such as cryptographic tools, which process the signal in a 
confidential manner, or privacy-aware feature extraction methods, which run on the user’s 
device and only share clinically relevant information. However, the former are 
computationally expensive and require complex configurations to ensure privacy. while the 
latter often lack interpretability and are task-specific. In contrast.anonymized speech can be 
processed in the same way as original speech.and thus provides flexibility and allows for 
transparent analysis. 
 
 

 II. Methodology 
 

 
In this work.we first attempt to evaluate popular anonymizers on PD detection. We propose 
PD detection as a novel utility evaluation for anonymizers.to assess whether PD can be 
identified from anonymized speech.and investigate how PD affects the speaker’s privacy. We 
consider two datasets: PC- GITA .in Colombian Spanish.and Neurovoz .in Castilian Spanish. 
We focus on two tasks: sentences.where participants utter a fixed set of sentences.and 
monologue.where participants speak freely for approximately half a minute.either talking 
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about their daily routine (PC-GITA) or describing an image (Neurovoz). For brevity.we refer to 
PC-GITA as GT and to Neurovoz as NV.appending the first letter of the task (e.g. PC- GITA 
sentences is abbreviated as GT-S). GT-S is designed to assess the prosody of the speakers.who 
read phonetically balanced sentences aloud. NV-S comprises popular sayings.and the 
speakers listen to them instead of reading them.to account for vision impairments. 
We consider two anonymization approaches: speech-to- textto-speech (STT-TTS) and kNN-VC. 
STT-TTS consists of the concatenation of Whisper-large ASR and Kokoro 1 TTS.resulting in 
the removal of all speaker information by transcribing the input speech before synthesis. kNN-
VC offers worse privacy but higher fidelity to the source speech.as it preserves prosodic 
information. It is an any-to-any voice converter: features extracted with WavLM are replaced 
with the average of the four nearest target features according to cosine similarity and then 
synthesized with a neural vocoder (HiFiGAN). 
 
kNN-VC requires speech from a target speaker to perform the conversion. We use a crowd-
sourced Colombian (CC) dataset. which comprises 17 speakers.each recorded for 27 minutes 
on average. Preliminary experiments with the PD detector trained on original speech showed 
that same-gender selection with the CC dataset performs better than cross-gender or an 
unconstrained selection. Using PC-GITA target speakers did not perform better.even when the 
speaker’s condition (HC or PD) was preserved. We therefore use same-gender selection with 
the CC dataset for kNNVC.and also for STT-TTS with its two available target speakers (one per 
gender). A target speaker is selected randomly for each utterance. 
 

 III. Utility evaluation 
 
The PD evaluation we use is based on an automatic PD detector (PDD) .which trains a 
classifier using Wav2vec2 features . The PDD is trained and evaluated for each task 
independently with a 5-fold cross-validation.and each experiment is repeated 5 times with 
different seeds. Given the scarcity of data.the PDD does not generalize well to other datasets 
or tasks.but shows strong performance for several datasets in various languages. We 
therefore also consider each task independently.but we consider two evaluation scenarios: 
1. PDD-O: the PDD is trained on original speech. 
2. PDD-A: the PDD is trained on speech anonymized by the same anonymizer under 
evaluation. PDD-O represents the simplest use case: someone wants to pass their speech to 
the PDD without the associated privacy risk. PDD-A requires the service provider to train 
the PDD with anonymized data and is also restricted to work with that particular 
anonymizer. For the purpose of this study.PDD-O assesses the generalizability of the PDD 
and the anonymizer.while PDD-A quantifies how much PD information is present in the 
anonymized speech. 
 
Table 1: PDD F1-scores for different gender-preserving anonymizers.datasets and tasks. O 
and A refer to the training data of the PDD (original or anonymized). The PDD-A results of 
original data are calculated with kNN-VC’s PDD-A. WERs are computed with Whisper-large 
only for the sentences tasks (S).as there is no ground truth for the monologue tasks (M). 

 
DatasetAnon. PDD-O PDD-WER A 
 r 49±3 80±1 
 
r 47±1 80±1 18 
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   r 81±2           86±1 12 

   ±               ± 

1.1.PDD results 
Table 1 displays the PDD F1 scores for both datasets and tasks. Word error rates (WERs) are 
computed with Whisper-large to ensure that the anonymizer’s output is intelligible.which is 
the case for both anonymizers and datasets. On average.the intelligibility estimated for PD 
speakers is up to three times higher than that for 
the healthy control group (e.g. WERHC=10 and WERPD=31 for the original GT-S). The baseline 
PDD-O (i.e..the PDD trained and evaluated with original speech) shows higher F1 scores on 
Neurovoz than PC-GITA for both tasks.but the scores for each dataset are consistent between 
tasks. These scores are equivalent to those reported by previous work . 
F1 scores with original speech on the PDD-A column refer to an evaluation using original 
speech and the PDD trained on kNN-VC. Interestingly.it performs well for the sentences 
task.implying that a PDD trained on anonymized speech could be used to detect PD from 
original speech. For the monologue task.the performance degradation is greater. 
STT-TTS proves ineffective as an anonymizer for PD detection.as the prosodic and acoustic 
information required is removed in the transcription . Notably.because Whisper-large does not 
preserve stutters and hesitations.so only transcription errors can be used to discriminate HC 
from PD speakers. As expected.STT-TTS achieves low PDD-A F1 scores (<54%) for both PC-
GITA tasks. For Neurovoz the PDD-A scores are higher (59% for NV-M.64% for NV-S). The 
higher performance could arise from the increased training data (1,696 instead of 
1,000).which allows the PDD-A to pinpoint re-occurring transcription errors. Neurovoz also 
includes two sentences with WER=0 for all HC speakers anonymized with STT-TTS.which does 
not occur in PC-GITA. 
kNN-VC’s PDD-O scores are considerably lower than those for the original utterances: 25% 
lower for PC-GITA and 15% for Neurovoz. The F1 scores for Neurovoz are still high (70% each). 
Table 2: Intra-EERs as percentages of the privacy evaluation for original speech and the two 
anonymizers. The English datasets are evaluated before the MLS-ES fine-tuning. 

. 

 

                                              KNN-VC 
 

Dataset  HC   PD  HC  PD  HC   PD 



NCERC Int. J. Adv. Sci. Eng. and Tech. (NIJASET), Vol. 6, No.1, 2026 
 

 

493 
 

 

 

 
 
                                    

 
The PDD-A F1 scores show little degradation for the sentences task compared to the baseline 
PDD-O: 3% for PC-GITA and 4% for Neurovoz. The monologue task proves to be more 
challenging for anonymizers with larger differences to the baseline: 6% for PC-GITA and 7% 
for Neurovoz. The sentences task may be easier because speakers utter the same sentences 
which leads to all speakers making similar prosodic and pronunciation errors. This 
hypothesis also explains the generalizability of kNN-VC’s PDD-A to original speech. 
1.1. Analyzing the impact of the conversion step in kNN-VC Given the similar nature of the 
feature extractors of kNN-VC and the PDD (WavLM and Wav2vec2). The loss of PD 
information likely takes place in the last two steps: the conversion step or the vocoder. To 
investigate the loss incurred by each step.we run a resynthesis version of kNN-VC (called 
kNN-VCr in Table 1) where the WavLM features are passed to the vocoder bypassing the 
conversion step. The PDD-A results suggest that the loss of PD information occurs in the 
conversion step: kNN-VCr achieves the same F1 score as the original baseline for all tasks 
except NV-M.where it still outperforms kNN-VC by 4%. 
The PDD-O results differ depending on the dataset. For Neurovoz the scores of kNN-VCr are 
substantially better than those of kNN-VC with differences of 11% for NV-S and 6% for NV-
M.although the standard deviation for the latter is larger (9%). The different accents between 
source and target speakers in kNN-VC (Castilian and Colombian) likely contribute to its 
lower scores. However for PC-GITA kNN-VCr performs worse than kNN-VC for both tasks. 
As for Neurovoz the difference is only large for the sentences task (7%). These results fit our 
preliminary experiments with target speakers where kNN-VCr’s performance falls between 
kNN-VC with target speakers from the CC dataset and kNN-VC with PC-GITA targets. The 
performance drop may stem from an acoustic mismatch between PC-GITA and Librispeech 
the vocoder’s training data. Converting the PC-GITA utterances to CC target speakers 
potentially alleviates the mismatch.  

 
IV. Privacy evaluation 

 
We now investigate how PD affects privacy estimates. PD speakers may be easier to 
identify.as disfluencies present a new risk of identity leakage but only if the speaker 
recognizer can leverage them. We use a privacy evaluation based on the VoicePrivacy 
Challenge 2024 protocol which simulates an attack on anonymized speech with a speaker 
recognizer (ECAPA-TDNN ). Each anonymizer has a dedicated speaker recognizer trained on 
its anonymized data. Given the small size of the two PD datasets we first train the recognizers 
with Librispeech train-clean-360 and then fine-tune them with the Spanish set of 
Multilingual Librispeech (MLS-ES). Training directly with MLS-ES is not optimal due to its 
low number of speakers. MLS-ES is heavily imbalanced; we address this by only training on 
up to 1,000 utterances per speaker. Following a study on how to configure evaluation 
datasets [35].we use 20 trial and 20 enrollment utterances from the test set of MLS-ES. For 
the PD datasets we split all available utterances randomly and evenly into the trials and 
enrollments which for the monologue tasks means splitting the single long utterance 
available per speaker in half. The equal error rates (EERs) for all datasets and anonymizers 
are depicted in Table 2. For the PD datasets we evaluate each group (HC and PD) separately 
with the intra-EER [28].which assumes that the attacker knows which group the speaker 
belongs to and assesses how identifiable each speaker is compared to the other members of 

LS 0.5 — 6.9 — 35.6 — 

EdAcc 3.0 — 17.9 — 43.3 — 

MLS-ES 0.2 — 2.4 — 26.0 — 
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its group. 

 
Figure 1: EMD and MI per feature for the monologue task of PC-GITA. 

 
The results with original speech validate the privacy evaluation: the recognizer can verify 
almost all pairs of MLS- ES utterances. The increased privacy provided by the two 
anonymizers is also apparent in the MLS-ES results. The privacy estimated for STT-TTS is 
suboptimal (EER<50%) because the distinct content uttered by each speaker in MLS-ES 
leads to phonetic differences which can be captured by the speaker recognizer [28]. 
The results for the two PD datasets show similar privacy improvements from the 
anonymizers. For kNN-VC privacy estimates are consistently higher than for original speech. 
The privacy estimates for STT-TTS are by far the largest achieving near-perfect 
anonymization for the Neurovoz tasks (EER≈50%). The evaluation is able to identify speakers 
anonymized with STT-TTS in both PC-GITA tasks suggesting that some speaker information 
remains in the transcriptions. Interestingly these findings contrast with the PDD results 
where PD information remained in some Neurovoz transcriptions. 
PD speakers achieve higher privacy estimates in all cases except for original NV-M and kNN-
VC’s GT-M. Although the differences are small the speaker recognizer apparently struggles 
to characterize PD speakers which can be explained by the lack of pathological speech in 
MLS-ES. Considering all three anonymization scenarios the Neurovoz EERs are larger overall 
than those of PC-GITA suggesting that PC-GITA speakers are more distinct. This result also 
explains why PC- GITA’s PDD F1 scores were lower than those of Neurovoz.as the greater 
speaker variability makes finding speaker agnostic features more challenging. Regarding the 
two tasks the EERs for sentences are always higher than those for monologue; the speaker 
recognizer performs better for longer utterances. 
 
 

V. Distortion analysis 
 

To better understand which PD information is retained by kNN- VC.we compare the acoustic 
features of original and anonymized samples for GT-M.whose features are more reliable due 
to their longer duration. We consider a subset of 35 DisVoice features [39] which is 
particularly relevant for PD detection [8]. They include prosodic glottal phonation and 
articulatory features. A standard scaler was fit to the original features and used to transform 
both the original and anonymized features. This normalization allows for a direct comparison 
between features.  

To quantify the magnitude of acoustic distortion introduced by kNN-VC we compare the 
original and anonymized utterances using two complementary metrics: Earth Mover’s 
Distance (EMD) [40] and Mutual Information (MI) [41]. EMD quantifies the cost of 
transforming the original distribution into the anonymized distribution. MI quantifies the 
amount of non- linear information shared between the original and anonymized features. Even 
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if the absolute acoustic values were shifted. Regarding our PDD evaluations MI is a proxy for 
PDD- A.describing whether the required information is available for performing PDD. On the 
other hand EMD is a proxy for PDD- O describing whether anonymized utterances can be 
evaluated with the original PDD. 

The EMD and MI values are plotted in Figure 1. The most severe distortion in the dataset 
occurred within the phonation category: the avg. of the F0 derivative exhibits the largest EMD 
(2.78) alongside a near-zero MI (0.01). The actual values are lower for the anonymized speech 
meaning that the pitch contour is smoother presumably without the vocal tremors and pitch 
breaks that occur in PD speech.as these are not present in healthy target speech. Articulation 
and glottal features exhibit consistently low MI scores (mostly < 0.10). The anonymized 
articulation and glottal features contain information about the healthy target’s vocal tract not 
the PD patient’s rendering these features uninformative for post-anonymization classification. 
The only exception is the standard deviation of the GCI variability (MI =0.58) which is a robust 
measure for jitter. Its large EMD value (0.25).as well as the poor preservation of the avg. GCI 
variability suggest that the standard deviations of the GCI variability are altered by kNN-VC 
but that the differences among utterances remain. 

Prosody is the category that retains the most PD information though mainly within macro-
temporal boundaries. The avg. and std. of the duration pauses achieve the highest MI values 
(1.18 and 1.80) and low EMD values (<0.08).meaning that they are not altered by kNN-VC 
and that PDD-O should also be able to capture them. Overall. The frame-by-frame mapping 
of kNN-VC successfully maintains the broader durations of the source speaker. Conversely 
micro-prosodic elements are distorted. The unvoiced duration ratio shifts considerably 
(EMD=1.06).supporting the hypothesis that kNN-VC suppresses pathological mid-syllable 
micro-pauses and breathy asthenia. The avg. energy contour is also completely altered by 
kNN-VC (EMD=1.51.MI=0.00).with the anonymized speech having higher energy on average 
presumably due to the healthy target speech. Finally the average F0 contour is also 
moderately preserved (EMD=0.35.MI=0.63).as were the GCI fluctuations. Pathological traits 
such as monopitch or irregular breath groups can be used in part to detect PD from 
anonymized speech. Both these features can be leveraged by PDD-A to detect PD from 
anonymized speakers but likely not by PDD-O. 

 
 
 

VI. Discussion 
 

In this work we performed a thorough analysis of the impact and potential of 
anonymization in the detection of Parkinson’s disease (PD) from speech. Our results 
showed that detecting PD from speech anonymized with kNN-VC with PDD-O is not viable; 
the PDD has to be trained on anonymized speech for the evaluation to adequately reflect 
the PD information preserved by the anonymizer. Interestingly the PDD-A trained on kNN-
VC speech is also effective when evaluating original speech for the sentences task.as the 
constrained phonetics of the task allow for a more targeted identification of PD information. 
This means that PDDs can be trained on anonymized speech which is easier to collect with 
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minimal performance degradation. For this task the PDDs are not required to learn features 
that generalize to other sentences causing prosodic features to become more relevant.as 
each sentence is expected to follow a similar prosodic pattern. Never the less training PDDs 
with both original and anonymized utterances may improve their robustness and make 
them useful for both kinds of speech. On the other hand STT-TTS did not preserve PD 
information agreeing with previous work . 

The distortion analysis emphasized that kNN-VC fails to preserve glottal articulatory and 
phonation features with the exception of the GCI variability which is nevertheless shifted. 
Only prosodic features are well preserved particularly durations and the avg. F0 contour. 
Still this information is enough to achieve PDD-A F1 scores that are only 3% to 7% lower 
than the original baseline. This result implies that articulatory and phonation features are 
not crucial for PD detection.as they are not well preserved by kNN-VC. 

The resynthesis experiment showed that this loss of PD information is almost entirely due 
to the conversion step where the source speech is replaced by healthy target speech. 
Conversion could be improved by creating a pool of target speakers that comprises acoustic 
characteristics like micro- tremors and abrupt interruptions are required to represent PD 
information. The kNN algorithm may also fail to preserve the relevant acoustic information. 
WavLM features are dominated by their phonetic content [42].and it is unclear whether 
onsidering target features representing the same phone kNN selects those that preserve PD 
information. It is also unclear how much PD information WavLM captures and the same 
applies to the PDD’s Wav2vec2; it is enough to achieve SOTA PD detection but it may have 
some shortcomings like the acoustic features we found to be misrepresented in the 
anonymized utterances. 

Regarding the privacy evaluation the speaker recognizer failed to take full advantage of the 
PD information to identify speakers. Including pathological speech in the recognizer’s 
training data should improve its ability to characterize PD speakers. 

 
VII. CONCLUSION 

 
STT-TTS is estimated to provide near-perfect privacy for Neurovoz and much higher privacy 
than kNN-VC for PC-GITA. This anonymizer is well suited for use cases where the pathology 
should be anonymized along with the speaker. For use cases that aim to detect PD while 
preserving the speaker’s privacy kNN- VC offers a good balance between PDD accuracy and 
privacy. Overall this study adds to the evidence that anonymization is a strong contender as 
a path forward to help ensure privacy in the detection of PD. The conducted acoustic analysis 
may be replicated in other speech-affecting diseases potentially extending the use cases of 
anonymization for speech-affecting disease detection. 
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